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This paper experiments with frequency-based corpus similarity measures across 39 languages 4 

using a register prediction task. The goal is to quantify (i) the distance between different corpora 5 

from the same language and (ii) the homogeneity of individual corpora. Both of these goals are 6 

essential for measuring how well corpus-based linguistic analysis generalizes from one dataset 7 

to another. The problem is that previous work has focused on Indo-European languages, raising 8 

the question of whether these measures are able to provide robust generalizations across 9 

diverse languages. This paper uses a register prediction task to evaluate competing measures 10 

across 39 languages: how well are they able to distinguish between corpora representing 11 

different contexts of production? Each experiment compares three corpora from a single 12 

language, with the same three digital registers shared across all languages: social media, web 13 

pages, and Wikipedia. Results show that measures of corpus similarity retain their validity 14 

across different language families, writing systems, and types of morphology. Further, the 15 

measures remain robust when evaluated on out-of-domain corpora, when applied to low-16 

resource languages, and when applied to different sets of registers. These findings are 17 

significant given our need to make generalizations across the rapidly increasing number of 18 

corpora available for analysis. 19 
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1. Corpus Similarity in a Cross-Linguistic Setting 23 

The basic problem of corpus similarity is to find the distance between two corpora. This 24 

conception of distance is not confined to one part of the linguistic signal: differences between 25 

corpora could include lexical, morphological, syntactic, or even semantic properties. The goal of 26 

a corpus similarity measure is to provide a broad representation of distance which aggregates 27 

across specific linguistic features (Kilgarriff, 2001). The challenge is that this broad conception 28 

of linguistic similarity could be subject to cross-linguistic variation. For example, sequence-29 

based measures might capture syntactic differences in an analytic language but capture 30 

morphological differences in an agglutinative language. The question here is whether corpus 31 

similarity measures remain robust across languages from different families with different types 32 

of morphology and different writing systems. This question is important because the number of 33 

corpora available for linguistic analysis has been growing rapidly: depending on the language in 34 

question, we now have hundreds to thousands of corpora available. Any attempt to generalize a 35 

corpus-based analysis beyond one specific corpus depends on corpus similarity measures; we 36 

are otherwise left with a large number of isolated corpus-specific findings. The experiments in 37 

this paper establish the robustness of the core methods for measuring how well corpus-based 38 

linguistic analysis generalizes from one dataset to another. 39 

The main gap in our understanding of corpus similarity comes from the fact that most 40 

work is focused entirely on English. How much confidence can we have when applying these 41 

measures to new languages with very different linguistic properties? How much confidence can 42 

we have when applying measures to new domains or to low-resource languages that have 43 

limited training data? This is an important question because it could be the case that frequency-44 

based similarity measures depend on superficial properties, so that they would not generalize 45 

well across languages. The experiments in this paper show that there are limited variations in 46 

accuracy across a set of 39 languages, once the best parameters for each language have been 47 

discovered. The experiments further show that the measures are generally robust to out-of-48 

domain feature selection and that accuracy remains high when evaluated on different sets of 49 

corpora. This means that we can have confidence in these measures when they are applied to 50 

new contexts and new corpora. These are important findings which show that corpus similarity 51 

measures are not one-off ad hoc representations that depend on specific languages, specific 52 

corpora, or specific contexts of production. 53 

This paper makes four contributions: First, we create comparable corpora across 39 54 

languages that represent three distinct registers (social media, web pages, and Wikipedia). We 55 



describe the selection and creation of this corpus in Section 3 and ask whether each of these 56 

data sources represents a single unique register in Section 5. Second, we propose several 57 

pairwise similarity measures which take as input two subsets of a corpus, each subset 58 

containing at least 10k words. These measures include and expand upon previous work on 59 

frequency-based corpus similarity. Third, we provide a rigorous evaluation of these measures 60 

across all 39 languages to reach robust cross-linguistic generalizations about how well these 61 

measures work. Fourth, we provide a Python package which implements these measures. The 62 

larger linguistic contribution of this paper is to show that corpus similarity measures remain 63 

robust across language families, across types of morphology, and across different writing 64 

systems. This robustness, in turn, is important because it allows corpus-based linguistic 65 

analysis to make generalizations across the increasingly large number of corpora that are 66 

available for analysis. 67 

Corpus similarity measures are increasingly important for quantitative corpus-based 68 

linguistics because they allow us to make generalizations across corpora. For example, imagine 69 

a study of particle placement in news articles drawn from different countries. Such a study 70 

would likely find significant syntactic differences across geographic locations (c.f., REDACTED). 71 

But before we generalized these findings we would need to answer two important questions: 72 

First, would the results have changed if we had observed a different sub-set of news articles? 73 

Given the enormous number of publications and articles in English, any corpus-based study 74 

works with a very limited sample. Corpus homogeneity measures can be used to determine how 75 

much variation there is within the same context (i.e., news articles from the US). Second, how 76 

much would a corpus of news articles from different countries tell us about the dialect of English 77 

used in those countries? Given the enormous number of registers that represent each dialect 78 

(social media, news broadcasts, novels, spoken language, etc), we can use corpus similarity 79 

measures to estimate how well findings from one corpus (news articles) generalize to a new 80 

corpus (social media). The measures evaluated in this paper are essential for making 81 

generalizations in corpus linguistics (c.f., Kilgarriff, 2001). Previous work, by focusing largely on 82 

English, leaves open the question of how well we can make corpus-based generalizations from 83 

non-English corpora. 84 

 85 

1.1. Defining Digital Registers  86 

 87 

We focus on register variation as a test case for corpus similarity because register is a 88 

significant source of linguistic variation in corpora (Biber, 2012). This paper develops an 89 



accuracy metric that is based on predicting whether two samples are drawn from the same 90 

register or from different registers. Because each language is represented using comparable 91 

corpora from the same three registers, we are able to compare the experimental results across 92 

languages. The term register here refers to the context of production: for example, the author, 93 

the audience, and the communicative purpose behind a corpus. Register is related to genre, 94 

although genre usually refers to more formal properties of a document, such as an opening 95 

greeting in an email or a location tag in a news article (Biber & Conrad, 2012). We focus on 96 

register as a test case because register itself is the most common dimension of difference 97 

between corpora (i.e., news articles vs social media). 98 

Each register has its own situational properties. For example, the author of a tweet is a 99 

single known individual while the author of a web page is an unknown individual and a 100 

Wikipedia article is drawn from many contributors. The communicative purpose of Wikipedia is 101 

to present information in an objective manner; social media, however, has a number of distinct 102 

purposes: communicating with friends, making announcements, etc. The main experiments in 103 

this paper rely on three digital registers: social media, web pages, and Wikipedia articles. Each 104 

of these registers has its own situational properties. We evaluate, in Section 5.4, whether the 105 

results of our experiments depend on a this specific mix of registers; the results show that the 106 

same generalizations remain across a distinct set of six non-digital registers. 107 

 108 

2. Measures of Corpus Similarity 109 

 110 

This section reviews previous work on corpus similarity and motivates the experimental 111 

framework taken in this paper. The basic problem was originally outlined by Kilgarriff (2001), 112 

whose study showed that a frequency-based approach performs best. This type of evaluation 113 

was extended in later work (Fothergill et al., 2016), which explored much larger corpora. These 114 

larger corpora allow their experiments to also consider the effect of corpus size on similarity 115 

measures. Three measures are compared: 𝜒2 similarity, the perplexity of trained language 116 

models, and topic similarity from trained topic models. Overall, the model-based methods do not 117 

perform as well as the frequency-based 𝜒2 measure, replicating Kilgarriff’s original finding. The 118 

expanded experiments involving corpus size further show that the best accuracy is observed 119 

with 4k features, substantially higher than Kilgarriff’s original 500. 120 

More recently, frequency-based measures were used (Author, Year) to show that there 121 

is a consistent agreement between digital corpora (the web and tweets) across nine languages 122 

and 84 language varieties. In this work, word unigram frequencies and character trigram 123 



frequencies are used to calculate Spearman’s ρ; the resulting similarity values then measure 124 

variation within and between registers for different language varieties. Related work has also 125 

studied the impact on corpus similarity measurements caused by different choices for corpus 126 

size (Piperski, 2018). The results of these experiments, using the British National Corpus, show 127 

that Euclidean distance is least influenced by corpus size and thus is best suited for the purpose 128 

of comparing corpora when it is necessary to compare samples of different sizes. Other work 129 

uses Jensen-Shannon divergence (JSD) to conduct corpus comparison experiments (Lu et al., 130 

2020). While this method is based on word frequency, there are no quantitative values produced 131 

for corpus similarity; therefore, we do not consider JSD in this paper. Other recent work 132 

proposes the Sum of Minimum Frequencies (SMF) as a new corpus similarity measure 133 

(Piperski, 2017). This method is based on word frequencies and outperforms perplexity-based 134 

measures, as expected. However, the results are comparable to Spearman’s ρ and 𝜒2. Thus, 135 

we do not include it in this study. It is important to note that corpus similarity measures based on 136 

the 𝜒2 are not interpreted as significance tests, so that we do not need to consider limitations on 137 

the interpretation of such significance tests (c.f., Mačutek & Wimmer, 2013; Wallis, 2013). 138 

Another related line of work is the detection of similarity between documents or articles, 139 

with a focus on topic. For example, in recent work (Nanayakkara & Ranathunga, 2018) cosine 140 

similarity has been used to group news articles. Individual similarity values are compared with a 141 

threshold value in order to cluster articles into groups of related topics. In other recent work, 142 

(Torres-Moreno et al., 2014), corpus similarity is evaluated for the task of paraphrase detection 143 

in German. This problem is a more specific form of the deduplication problem, in which the goal 144 

is to find parts of a corpus which are very similar. The difference with corpus similarity, however, 145 

is that paraphrase detection is focused on relatively short spans of a document while corpus 146 

similarity is applied to a large number of documents in the aggregate. Recent work has also 147 

examined the relationship between corpus-based measures and readability (Pires, et al., 2017). 148 

It remains a open question whether similar corpora have similar readability scores. 149 

In the current paper, we validate similarity measures using their accuracy for predicting 150 

whether a pair of samples (two corpora) are from the same register or from different registers. 151 

Other recent work has approached this problem of finding thresholds for similarity measures 152 

(Ali, 2011, Leban et al., 2016). We take a similar thresholding approach, as described in Section 153 

4.1, converting a continuous similarity measure into a binary label for use in a prediction task.  154 

Given the use of thresholds here, we could also compare corpus similarity to text 155 

classification. A major distinction between the two is that text classification is a supervised 156 

problem, with at least some amount of training data required. For corpus similarity measures, 157 



however, samples are compared using only frequency ranks. This means, for example, that 158 

there are no feature weights to optimize using training data. Most text classification tasks are 159 

performed within a single register, rather than across registers. Multi-lingual text classification 160 

on smaller documents remains a challenge, especially within a single register (c.f., Mutuvi, et 161 

al., 2020). At the same time, recent work has shown that register-specific word frequency 162 

distributions are helpful for focusing models in an educational domain (Ehara, 2019). This 163 

combination of corpus similarity within a larger classification problem shows the importance of 164 

being able to navigate the relationships between large numbers of corpora. The range of work 165 

reviewed in this section shows the importance of corpus similarity as a means of understanding 166 

the relationships between different corpora, a problem that is relevant to corpus linguistics, 167 

computational linguistics, and experimental linguistics. 168 

 169 

 170 

3. Data and Methodology 171 

 172 

The corpora for this study are drawn from three digital registers: social media (TW: from 173 

Twitter), web pages (CC: from the Redacted; Author, Year), and Wikipedia (WK: from the 174 

Wikipedia dump of March 2020). For TW and CC, data is sorted by language using the 175 

Redacted language identification package (Author, Year). For WK, the language label is derived 176 

from the Wikipedia domain. The TW corpora is taken to represent the social media register and 177 

the WK corpora is taken to represent the non-fiction or encyclopedic article register. We know, 178 

however, that the CC corpora contains a number of potentially distinct sub-registers like forum 179 

posts or comments on news articles (Sardinha, 2018). These unlabeled sub-registers add an 180 

important dimension to these experiments: are the CC corpora more heterogeneous, as we 181 

would expect given that they contain these potential sub-registers? Is the level of heterogeneity 182 

consistent across languages, or does the distinctiveness of internet sub-registers vary across 183 

languages? This question is examined further in Section 5.2. If these sources do not constitute 184 

unique registers, the overall prediction accuracy will be low. 185 

The list of languages used is shown in Table 1, along with each language’s family, script 186 

type, and morphological type. These three classifications for each language are included 187 

because these are all factors that may influence the performance of corpus similarity measures. 188 

Because Indo-European is a well-represented family, it is divided into branches (for example, 189 

IE: Germanic). 190 



Languages are divided into four types of writing systems. Alphabetic scripts use 191 

characters to represent individual phonemes. Abjad scripts use characters to represent 192 

consonants and leave vowels unrepresented. Abugida scripts represent consonant-vowel 193 

sequences together. Finally, logographic or syllabic scripts use characters that represent an 194 

entire word, morpheme, or syllable. The type of writing system may have an influence over 195 

corpus similarity measures because there is variation in both the unit of representation (i.e., 196 

phoneme vs word) as well as the inventory size (i.e., alphabets have fewer units than 197 

logographic systems). 198 

A broad morphological categorization for each language is also included in Table 1. 199 

There are four categories: Agglutinative languages have a range of different morphemes that 200 

retain the same form. We might expect character-based features to detect morphemes in 201 

agglutinative languages, for example. Fusional languages combine multiple functions (like 202 

person and number) into a single morpheme. A third type, analytic languages, tend to use 203 

grammatical words instead of morphemes. We might expect, for example, that word-based 204 

features work better for analytic languages. Finally, we use the term root-and-pattern to 205 

describe Arabic and Hebrew, which do not fit nicely into the previous typology. The goal for this 206 

classification is to enable us to see broad patterns in the performance of different corpus 207 

similarity measures. Many of these languages have been studied in isolation (e.g., Hindi in 208 

Pande & Dhami, 2013), but not in a systematic cross-linguistic fashion. 209 

Taken together, the 39 languages chosen for this study represent a broad sample of 210 

languages: from 15 sub-families, with examples representing all kinds of morphology and writing 211 

systems. We expect, then, that the experiments in this paper can be reasonably taken to make 212 

generalizations about corpus similarity measures across all languages. This is an important 213 

contribution because previous work has been largely confined to English. The final column in 214 

Table 1 refers to the best feature type for each language; this is described in detail in Section 215 

4.2. 216 

Table 1. Languages by Family, Script, and Morphology 217 

Name Code Family Script Morphology Feature Type 

Vietnamese vie Austroasiatic Alphabet Analytic Word 2-grams 

Indonesian ind Austronesian Alphabet Agglutinative Word 1-grams 

Tagalog tgl Austronesian Alphabet Agglutinative Word 1-grams 

Tamil tam Dravidian Abugida Agglutinative Char 4-grams 

Telugu tel Dravidian Abugida Agglutinative Char 4-grams 



Name Code Family Script Morphology Feature Type 

Bulgarian bul IE:Balto-Slavic Alphabet Fusional Char 4-grams 

Czech ces IE:Balto-Slavic Alphabet Fusional Char 4-grams 

Latvian lav IE:Balto-Slavic Alphabet Fusional Char 4-grams 

Polish pol IE:Balto-Slavic Alphabet Fusional Char 4-grams 

Russian rus IE:Balto-Slavic Alphabet Fusional Char 4-grams 

Slovenian slv IE:Balto-Slavic Alphabet Fusional Char 4-grams 

Ukrainian ukr IE:Balto-Slavic Alphabet Fusional Char 4-grams 

Danish dan IE:Germanic Alphabet Analytic Char 4-grams 

German deu IE:Germanic Alphabet Fusional Char 4-grams 

English eng IE:Germanic Alphabet Analytic Char 4-grams 

Dutch nld IE:Germanic Alphabet Analytic Char 4-grams 

Norwegian nor IE:Germanic Alphabet Analytic Char 4-grams 

Swedish swe IE:Germanic Alphabet Analytic Char 4-grams 

Greek ell IE:Hellenic Alphabet Fusional Char 4-grams 

Farsi fas IE:Indo-Iranian Abjad Analytic Word 1-grams 

Hindi hin IE:Indo-Iranian Abugida Fusional Char 4-grams 

Urdu urd IE:Indo-Iranian Abjad Fusional Char 4-grams 

Catalan cat IE:Romance Alphabet Fusional Char 4-grams 

French fra IE:Romance Alphabet Fusional Word 1-grams 

Galician glg IE:Romance Alphabet Fusional Char 4-grams 

Italian ita IE:Romance Alphabet Fusional Word 1-grams 

Portuguese por IE:Romance Alphabet Fusional Word 1-grams 

Romanian ron IE:Romance Alphabet Fusional Char 4-grams 

Spanish spa IE:Romance Alphabet Fusional Word 1-grams 

Japanese jpn Isolate Logographic Agglutinative Char 3-grams 

Korean kor Isolate Logographic Agglutinative Char 4-grams 

Arabic ara Semitic Abjad Root-and-Pattern Word 1-grams 

Hebrew heb Semitic Abjad Root-and-Pattern Char 4-grams 

Chinese zho Sino-Tibetan Logographic Analytic Char 3-grams 

Thai tha Tai-Kadai Abugida Analytic Char 4-grams 

Turkish tur Turkic Alphabet Agglutinative Char 4-grams 

Estonian est Uralic Alphabet Fusional Word 1-grams 

Finnish fin Uralic Alphabet Agglutinative Char 4-grams 



Name Code Family Script Morphology Feature Type 

Hungarian hun Uralic Alphabet Agglutinative Char 4-grams 

 218 

There are some low-level differences between these corpora that we are not concerned with: 219 

the use of uppercase letters or punctuation or emojis, for example. The corpora are therefore 220 

preprocessed to normalize case, punctuation, numbers, email addresses, URLs, and other non-221 

linguistic material that would make it easier to superficially distinguish between registers in this 222 

setting. Note that the corpora do not contain information about sentence segmentation, which 223 

means we are unable to evaluate sentence-based questions (i.e., Xu & He, 2018). 224 

Several languages in this dataset have unique word segmentation patterns: Chinese 225 

(zho), Japanese (jpn), Thai (tha), and Tamil (tam). One side-effect of these word segmentation 226 

patterns, for example, is that the Tamil corpus from social media has different word boundaries 227 

than the Tamil corpus from Wikipedia. Rather than include language-specific tools in the 228 

pipeline, we instead remove all spaces from these corpora, in essence normalizing across 229 

styles of word segmentation. We then use only character-based features for these languages. 230 

In order to maintain validity across many experiments, these corpora are divided into 231 

three subsets: training data, testing data, and validation data. We use the training data for 232 

feature selection and to determine the threshold for separating registers. Each of the 233 

parameters in the experiment is then evaluated on the testing data in order to determine, for 234 

each language, the best measure of corpus similarity. We then take these best measures and 235 

evaluate them on the held-out validation data. Thus, each language is evaluated on the 236 

validation corpus only once. This prevents us from over-fitting specific properties of that corpus. 237 

An additional experiment, described in Section 4, uses an independent out-of-domain corpus for 238 

feature selection. This allows us to measure the degree to which the corpus similarity measures 239 

depend on the specific registers being used in these experiments: would the measures continue 240 

to work if we had trained on Bible translations or movie subtitles? The basic finding is that using 241 

out-of-domain training data produces only a small decline in overall performance. 242 

For each language, we draw samples from the three registers (TW, CC, WK). To 243 

evaluate the similarity measures we create 100 pairs of sub-corpora for each of the six possible 244 

combinations: TW-TW, TW-CC, TW-WK, CC-CC, CC-WK, WK-WK. There are no repeating 245 

pairs. This provides three populations of same-register pairs and three populations of different-246 

register pairs, for a total of 600 pairs of sub-corpora per condition. As described below in more 247 

detail, the notion of accuracy in this setting involves using the similarity measures to predict, for 248 

each of these 600 pairs, whether the two corpora belong to the same or different registers.  249 



A frequency-based approach uses bag-of-words features. Given a corpus, we create a 250 

frequency vector of length n, where n is the number of features being considered. We evaluate 251 

both word-based features (which use whitespace to divide units) and character-based features 252 

(which do not depend on whitespace in the same way). For each language for each parameter 253 

being evaluated we use a single feature space. This type of feature has also been used, for 254 

example, to identify distinct languages as well as distinct corpora from the same language 255 

(Seifart & Mundry, 2015). If we are evaluating Spanish with 5k word-based features, we use the 256 

same vocabulary of 5k words for each pair of corpora. Because the focus is on frequency 257 

differences within a language, this work is complementary to investigations of cross-linguistic 258 

word frequency distributions (Bentz, et al., 2017). Taken individually, these n-gram features 259 

represent a specific linguistic property; taken in the aggregate, they represent a potentially wide 260 

range of lexical, morphological, and syntactic properties. The focus is on evaluating 261 

performance in the aggregate rather than attempting to interpret the contribution of individual 262 

features. 263 

The selection of features is based on frequency alone: we take the most common words 264 

in the training corpus. This means, for example, that the measures are not capturing information 265 

about lexical richness (i.e., Kubát & Milička, 2013; Shi & Lei, 2020) which focus on less common 266 

vocabulary features. From a different perspective, however, these high frequency features can 267 

provide an indicator for differences in syntactic patterns (i.e., Wan, et al., 2019). For the out-of-268 

domain experiment discussed in Section 4.4, we test whether performing feature selection on 269 

an independent corpus from a different register reduces performance. A summary of the 270 

experimental conditions is given in Table 2. 271 

Table 2. Experimental Conditions 272 

Corpus Size N. Features Feature Type Measure 

10k words 5k Word 1-gram Spearman ρ 

30k words 10k Word 2-gram 𝜒2 

50k words 15k Word 3-gram Euclidean Distance 

100k words 20k Character 2-gram Cosine Distance 

500k words 25k Character 3-gram - 

- - Character 4-gram - 

To summarize, the basic experimental paradigm is to create a large number of unique pairs of 273 

sub-corpora for each language, where some pairs come from the same register and some from 274 

different registers. This allows us to evaluate the measures across different register boundaries. 275 



We further divide the corpora into training data, testing data, and validation data to ensure that 276 

the large number of comparisons does not lead us to inflate the performance of the measures. A 277 

final experiment, using data from independent registers, provides an evaluation of out-of-domain 278 

feature selection in order to offer a further guarantee of robustness. This experimental design 279 

asks how robust corpus similarity measures remain across languages and across new corpora. 280 

 281 

 282 

4. Analysis 283 

 284 

This section presents the performance of corpus similarity measures by language using a held-285 

out test set to provide a rigorous evaluation. We start by defining the notion of accuracy for a 286 

continuous measure (4.1). We then evaluate the relationship between corpus size and feature 287 

type (4.2) and corpus size and measure (4.3). We finish the section by asking whether the 288 

chosen parameters are specific to these registers by replicating the experiments using out-of-289 

domain training data (4.4). The overall goal of these experiments is to determine whether 290 

corpus similarity as it has been defined in the literature extends beyond Indo-European 291 

languages. 292 

 293 

4.1. Threshold Values for Calculating Accuracy 294 

 295 

A corpus similarity measure provides a continuous representation of the difference between two 296 

input corpora. In order to calculate accuracy from this measure, we develop a threshold. Given 297 

two corpora, A and B, a similarity threshold is used to predict whether both A and B belong to 298 

the same register: values above the threshold are positive and values below the threshold are 299 

negative. We then report accuracy using this threshold on the held-out test corpus. 300 

There are two variant algorithms for setting the threshold. The first, T1 (shown below), is 301 

the average similarity value across all types of pairs. This approach takes the global population 302 

of pairwise similarity, finds the mean value, and uses that mean value as the threshold: any pair 303 

above the average is predicted to be from the same register and any pair below the average is 304 

predicted to be from different registers. This version does not distinguish between same-register 305 

and different-register pairs when determining the threshold. 306 

avgv(T1) =
1

6
∑ similarity value𝑖

6

𝑖=1

 307 



We contrast this with a variant that distinguishes between same-register and different-308 

register pairs in the training data. This variant, T2, is shown below. We take the lowest average 309 

similarity for same-register pairs (for example, maybe CC-CC is the least homogenous register). 310 

Then we take the highest average similarity for different-register pairs (for example, maybe CC-311 

WK are the most similar registers). The threshold is set halfway between these values. 312 

 313 

avg_v(T2) =
1

2
(min(similarity valueCC_CC, similarity valueTW_TW, similarity valueWK_WK )314 

+ max(similarity valueCC_TW, similarity valueCC_WK , similarity valueTW_WK)) 315 

 316 

Which of these methods for setting the threshold values works best and do they actually 317 

capture the distinction between same-register and different-register similarity values? We 318 

survey a few languages in Figure 1 and Figure 2 to visualize the effect of the thresholds. In 319 

these figures, each column is a different language, with the table below the figure showing both 320 

the thresholds and their accuracy. The y-axis shows the computed similarity value, ranging from 321 

0 (no similarity) to 1 (high similarity). Each dot represents a pair of two corpora. Blue dots 322 

represent corpora from the same register and orange dots represent corpora from different 323 

registers. These figures are based on Spearman’s ρ with 5k features per language; later 324 

sections justify this choice. 325 



 326 

Figure 1. Selected languages with different thresholds that have better accuracy using T2 327 

 328 

We see from Figure 1, first, that the same-register pairs always have a higher similarity (i.e., the 329 

blue dots are always above the orange dots). Thus, the corpus similarity measure is arranging 330 

the pairs of corpora as we would expect: data from the same register is the most similar. 331 

However, the gap between the two conditions varies by language. For example, in Estonian 332 

(est) and Finnish (fin), there is a clear separation between conditions. But in Swedish (swe) the 333 

two conditions meet, with some samples not clearly in one condition or another. This lack of 334 

separation is reflected in the accuracy measure, shown in the table below the figure: Estonian 335 

reaches 100% accuracy because the different-register pairs are always separated; but Swedish 336 

reaches only 97% accuracy because a few different-register pairs cross the threshold. 337 

The second thing we notice from Figure 1 is that there is variation in the distribution of 338 

similarity values by language, an issue to which we return in Section 5. For example, Swedish 339 

(swe) has a dense cluster of pairs of corpora, all with values between 0.6 and 0.7. But Estonian 340 

(est) shows a much broader range of values, all with a lower tendency, from 0.0 to 0.4. This 341 

means that we cannot compare absolute similarity values across languages: 0.6 would be a 342 



very high similarity for Estonian but a very low similarity for Swedish. This is not a problem for 343 

the measures, however, because all comparisons take place within the same language. For the 344 

languages in Figure 1, the threshold selection in T2 performs better. 345 

 346 

Figure 2. Select languages with similar thresholds that show the same accuracy for both. 347 

 348 

There are other cases, however, in which the two methods perform equally well, as shown in 349 

Figure 2. We notice that in this selection of languages, there is a much clearer gap between 350 

same-register and different-register similarity values. Languages like Tagalog (tgl) and Turkish 351 

(tur) show a wide separation and other languages like Arabic (ara) have an intermediate area 352 

that is sparsely populated, meaning that few pairs fall into the center range. In these cases, the 353 

choice of a threshold value is much easier and both measures reach the same accuracy. 354 

The point of this section is to visualize the distribution of similarity values, with a focus on 355 

the distinction between same-register pairs and different-register pairs. A corpus similarity 356 

measure is continuous. But we convert this continuous measure into a binary prediction using a 357 

simple threshold to determine when two corpora represent different registers. 358 

 359 



4.2. Corpus Size and Feature Type 360 

 361 

Having established a method for measuring the accuracy of different corpus similarity 362 

measures, we use this accuracy in predicting same-register vs different-register for validation 363 

purposes. The first question is to establish the relationship between corpus size (how much data 364 

we need for each sample) and the number of features (how many word or character sequences 365 

we include in the frequency vector). This relationship is shown in Figure 3 for a selection of four 366 

languages: Arabic (ara), German (deu), French (fra), and Farsi (fas). This selection includes 367 

different language families and types of morphology. 368 

The y-axis represents corpus size, the number of words for each sample being 369 

compared (all comparisons are made with equal-sized samples). These range from 10k to 500k 370 

words: 10k (S1), 30k (S2), 50k (S3), 100k (S4), 500k (S5). Thus, the top row represents the 371 

smallest sample size and the bottom row the largest. The x-axis represents the type of feature: 372 

character 2-grams (C2) through word 3-grams (W3). 373 

We notice, first, that each language has at least one type of feature which achieves high 374 

accuracy at a sample size of 10k words. Arabic has three such features, but other languages 375 

have only one. Given these results, we see that corpus similarity measures remain robust at 376 

relatively small sample sizes. In other words, larger samples are not necessary to achieve high 377 

accuracy. For most features, accuracy increases with more data per sample; this is not true, 378 

however, for character bigrams in Arabic. 379 

Given the full experimental results (not shown), we divide languages into four groups 380 

based on the best type of feature. This was shown in Table 1. If a language (such as Arabic) 381 

achieves high accuracy across more than one type of feature, we choose the feature type which 382 

is most common across other languages. Most languages prefer character 4-grams (27). A 383 

number of other languages prefer word 1-grams (9). Only a few remaining languages prefer 384 

character 3-grams (2) or word 2-grams (1). For the remaining experiments, we fix the type of 385 

feature for each language in accordance with the values shown in Table 1 (the best performing 386 

features). And we report results with corpus size limited to 25k words. The reason for limiting 387 

these hyper-parameters is that we see high accuracy in these particular configurations. 388 



 389 

Figure 3. Accuracy results based on corpus size vs feature type show that every language has its 390 

own configuration for producing the best performance. 391 

4.3 Comparing Measures of Similarity 392 

 393 

We turn now to a comparison of similarity measures, with the feature type fixed by language 394 

given the previous experiments. This is shown in Table 4 with samples containing 25k words. 395 

The first thing we notice is that, as per previous work, only Spearman’s ρ and 𝜒2 perform 396 

consistently well. For example, Euclidean distance performs poorly on Hindi (hin) and Japanese 397 

(jpn). And Cosine distance performs poorly on Estonian (est) and Polish (pol). Even though 398 

these two measures perform well on many languages, they do not outperform the best 399 

measures in previous work. Therefore, we exclude them from further consideration. 400 



Should we prefer Spearman’s ρ or 𝜒2? Both measures achieve at least 99% accuracy on 401 

28 different languages (but not the same 28). There are three languages where Spearman is 402 

significantly worse (Bulgarian, Swedish, Tagalog); and five languages where Spearman is 403 

significantly better (Farsi, Hindi, Japanese, Spanish, Urdu). There is only one language 404 

(Tagalog) which would fall below 95% accuracy if we used Spearman’s ρ. As a result of these 405 

findings, we use Spearman’s ρ across all 39 languages. The results for smaller samples (10k 406 

words) are provided in the supplementary material. 407 

Why not mix-and-match similarity measures in the same way that we mix different types 408 

of features? There are two reasons to prefer Spearman’s ρ: First, it is not dependent on a fixed 409 

sample size. On the other hand, 𝜒2 is dependent on the length of each sample and thus cannot 410 

be used under conditions with uncertain corpus lengths (Kilgarriff, 2001). The second advantage 411 

of Spearman’s ρ is that it always falls between 0 and 1, making it possible to visualize 412 

thresholds across languages. Because 𝜒2 produces output values with no maximum, the 413 

comparison of different languages or different registers is quite difficult. For example, if we used 414 

𝜒2 only for a few languages like Tagalog, it would not be possible to compare those similarity 415 

measures to the measures for other languages. For these reasons, we use Spearman’s ρ 416 

across all languages. 417 

 418 

Table 4. Accuracy by Similarity Measure with 25k word samples 419 

 Spearman 𝜒2 Cosine Euclidean 
 

Spearman 𝜒2
 Cosine Euclidean 

ara 100% 100% 100% 99.8% lav 100% 100% 100% 100% 

bul 99.7% 100% 100% 100% nld 100% 100% 100% 100% 

cat 100% 100% 99.3% 98.4% nor 100% 100% 100% 100% 

ces 100% 100% 99.5% 100% pol 100% 100% 100% 100% 

dan 100% 100% 100% 100% por 100% 100% 98.7% 100% 

deu 100% 100% 100% 100% ron 100% 100% 100% 100% 

ell 100% 100% 99.8% 100% rus 100% 100% 100% 100% 

eng 100% 98.7% 97.7% 97.7% slv 100% 100% 80.0% 62.4% 

est 100% 100% 71.7% 100% spa 100% 100% 100% 100% 



 Spearman 𝜒2 Cosine Euclidean 
 

Spearman 𝜒2
 Cosine Euclidean 

fas 99.5% 100% 98.4% 97.9% swe 100% 100% 100% 100% 

fin 100% 100% 100% 100% tam 98.0% 100% 98.2% 100% 

fra 100% 100% 100% 100% tel 100% 100% 100% 100% 

glg 100% 99.8% 95.6% 89.4% tgl 90.2% 100% 100% 100% 

heb 100% 100% 100% 93.5% tha 99.5% 97.7% 97.9% 97.7% 

hin 97.1% 98.9% 86.0% 95.9% tur 100% 100% 98.9% 99.8% 

hun 100% 100% 100% 100% ukr 100% 100% 100% 100% 

ind 100% 100% 100% 100% urd 100% 100% 99.5% 100% 

ita 100% 100% 100% 100% vie 100% 100% 100% 100% 

jpn 100% 100% 98.2% 97.7% zho 100% 100% 96.4% 94.6% 

kor 100% 100% 100% 100%     

 420 

 421 

4.4.  In-Domain vs Out-of-Domain Evaluation on the Validation Corpus 422 

 423 

The previous experiments have learned both features and thresholds from the training corpora 424 

and evaluated these settings on the testing corpora. We have now determined the best 425 

parameters: Spearman’s ρ with 5k features, with feature type varying by language. The feature 426 

space and threshold for distinguishing between same-register and different-register pairs are 427 

fixed using the training data. In this section we evaluate these hypothesized best measures on 428 

the validation corpora, data which has remained unseen until now. This final step ensures the 429 

robustness of our results. 430 

A further question that we might ask is whether these corpus similarity measures depend 431 

on the three registers that we have used for training (social media, web macro-register, non-432 

fiction encyclopedia articles). If we trained the model with Bible translations or movie subtitles, 433 

would the measures be comparable? The reason this question matters is because we have 434 

used the same feature space for each language. In other words, we find the 5k most frequent 435 

features (words or character sequences) in the training data. Those features form the feature 436 



vector for each sample, even if some features are missing from both samples. There is a 437 

possibility that, as we move away from the registers represented in the training data, the 438 

number of missing features increases so that these measures would fail on new domains. 439 

To evaluate this possibility, we measure the accuracy for each language in two 440 

conditions: First, using the previous in-domain training data for feature selection; Second, using 441 

an independent corpus from different registers for feature selection. These independent corpora 442 

contain a random mix of Bible translations, news commentary articles, and movie subtitles 443 

(Tiedemann, 2012; Christodoulopoulos & Steedman, 2015). If the measures are over-fitting the 444 

training/testing data, then the in-domain performance on the validation data will be significantly 445 

lower than seen in Table 4. If the measures are applicable only to the registers represented in 446 

the training data, the out-of-domain performance will be significantly lower. The results, shown 447 

in Table 5, provide a final evaluation of corpus similarity measures across languages. The 448 

Difference column shows the change between in-domain and out-of-domain feature selection. 449 

Changes less than 1% are removed; decreased accuracies of 5% or more are indicated in bold. 450 

No language falls below 95% accuracy for either in-domain or out-of-domain feature 451 

selection (with samples of 25k words). This provides a robust baseline for these measures. In 452 

other words, given corpora of at least 25k words we can have high confidence in these 453 

measures. Overall, these results show that the best corpus similarity measures are robust 454 

across all languages, even if a different set of registers is involved. This indicates that the 455 

measures are not dependent on specific registers but can be taken as generalized measures of 456 

similarity. 457 

 458 

Table 5. In-Domain and Out-of-Domain Performance on the Validation Set, 25k Word Samples 459 

Language In Domain Out Domain Difference Language In Domain Out Domain Difference 

ara 100% 100%  lav 100% 100%  

bul 99.2% 99.8%  nld 100% 100%  

cat 100% 100%  nor 100% 100%  

ces 100% 100%  pol 100% 100%  

dan 100% 100%  por 100% 99.7%  

deu 100% 100%  ron 100% 100%  

ell 100% 100%  rus 100% 100%  

eng 100% 99.8%  slv 100% 100%  

est 100% 100%  spa 100% 99.8%  



Language In Domain Out Domain Difference Language In Domain Out Domain Difference 

fas 99.8% 100%  swe 100% 96.1% -3.90% 

fin 100% 100%  tam 100% 100%  

fra 99.8% 100%  tel 100% 99.0% -1.00% 

glg 100% 100%  tgl 97.4% 100% +2.60% 

heb 100% 100%  tha 97.4% 99.5% +2.10% 

hin 97.9% 100% +2.10% tur 100% 100%  

hun 100% 100%  ukr 100% 100%  

ind 100% 100%  urd 100% 99.5%  

ita 99.8% 96.3% -3.50% vie 98.7% 99.8% +1.10% 

jpn 100% 100%  zho 100% 100%  

kor 100% 96.3% -3.70%     

 460 

 461 

5. Discussion 462 

 463 

The previous experiments have shown that corpus similarity measures across 39 languages 464 

provide highly accurate predictions on held-out validation data with both in-domain and out-of-465 

domain feature selection. This shows both (i) that corpus similarity measures generalize across 466 

languages and (ii) that their accuracy is not specific to each data set. In this section we take a 467 

closer look at three important questions: First, why do some languages have lower performance 468 

with out-of-domain feature selection? Second, how much variation do we observe both within 469 

and between specific registers across languages? The question is important for understanding 470 

what happens when we encounter a macro-register like web pages. Third, we experiment with 471 

low-resource Austronesian languages to determine whether the behaviour of select languages 472 

is representative of the larger family they belong to. Fourth, we end by examining a selection of 473 

non-digital registers in English to ensure that these results also extend to more traditional 474 

corpora. 475 

 476 

5.1. Overlapping Features Between In-Domain and Out-of-Domain Corpora 477 

 478 

Why do some languages have reduced performance given out-of-domain feature selection? For 479 

example, Korean (kor) sees better accuracy with in-domain features than out-of-domain 480 



features (100% vs 96.3%). One possibility is that there is a low overlap between the features, 481 

with the out-of-domain features not being present for the in-domain validation data. In this case, 482 

only 48% of the feature set is shared between in-domain and out-of-domain feature selection 483 

(c.f., the full table of feature overlap in the supplementary material). In other words, if we choose 484 

the 5k most frequent features on the out-of-domain corpus, roughly half of those features are 485 

not in the top 5k features derived from the in-domain corpus. This is contrasted with Chinese 486 

(zho), which has a similarly low feature overlap (46.5%), but does not show a drop in accuracy 487 

(both have 100% accuracy). If low overlap were the primary cause of low out-of-domain 488 

accuracy, then most low overlap languages would have reduced accuracy. Of the 17 languages 489 

with less than 75% feature overlap, only two have below 99% out-of-domain accuracy (Korean 490 

and Italian). This implies that feature overlap is not the main factor for reduced out-of-domain 491 

accuracy. These two languages also are from different families, with different writing systems 492 

and types of morphology. 493 

Returning to the idea of feature overlap, there is a second question beyond the impact 494 

on accuracy: whether or not there is a reduction in performance, why do some languages have 495 

low feature overlap? Here we focus on the 17 languages with below 75% overlap. First, we 496 

notice that all three logographic script languages are below 50% overlap (Chinese, Japanese, 497 

Korean). Given the increased inventory of symbols, this low overlap is not surprising. In fact, all 498 

five languages which use spaceless preprocessing (including also Tamil and Thai) have lower 499 

overlap. This means that this method for normalizing differences in word segmentation reduces 500 

feature overlap, although it does not reduce accuracy. We also notice that all abugida 501 

languages (where consonant-vowel sequences are written together) fall below the 75% overlap 502 

threshold. This indicates that the main driver of low feature overlap is the type of script, rather 503 

than, for example, the type of morphology. At a sample size of 25k words, no language falls 504 

below 95% accuracy with out-of-domain features, however, which indicates that lower feature 505 

overlap does not cause lower prediction accuracy for corpus similarity measures. 506 

 507 

5.2. Similarity Distribution Across Registers 508 

 509 

The previous experiments have focused on a distinction between same-register and different-510 

register pairs, in effect averaging across three distinct registers (social media, web, and non-511 

fiction encyclopedia articles). In this section, we take a closer look at the distribution of  similarity 512 

values across registers. This allows us to find further explanations for the accuracy results in 513 

Table 5. As noted above, the web is actually a macro-register with a number of potentially 514 



distinct sub-registers. Do these sub-registers create increased heterogeneity that is discovered 515 

by the similarity measures? A more specific question is whether we see an impact from the 516 

internal variation caused by web pages representing a macro-register. 517 

To analyze the distribution of similarity values, we start by extracting 600 pairs of corpora 518 

from the validation set for each language; as before, this includes 100 pairs for each condition 519 

(c.f., Table 3). The similarity measures have the same hyper-parameters used for Table 5: 5k 520 

features of the specified type, either in-domain or out-of-domain, compared using Spearman’s ρ. 521 

Thus, these experiments correspond to the results in Table 5.  We use violin plots to show the 522 

distribution for each language in Figures 5 through 7. These figures focus on three 523 

representative languages:  Italian (ita), Hindi (hin), and English (eng). For each language the 524 

figures contain two facets: feature type (in-domain and out-of-domain). Within each facet, the 525 

distribution of same-register pairs is shown on the left (TW, CC, WK) and the distribution of 526 

different-register pairs is shown on the right (TW-CC, WK-CC, TW-WK). For each violin plot the 527 

y-axis is the similarity value, with higher pairs being more similar and lower pairs being less 528 

similar. A wider violin plot shows that more pairs are found at that point of similarity, with the 529 

mean represented by a white dot in the center of the plot. A horizontal line is added which 530 

represents the threshold selected using the T2 method described above. 531 

We notice, first, that the same-register pairs (on the left) have higher similarity than the 532 

different-register pairs (on the right). This is expected, of course, given the high accuracy for the 533 

measures, which requires a fixed threshold between the two classes. But we also notice that 534 

there is variation in the internal similarity (homogeneity) for same-register pairs. Social media 535 

(TW) is the most homogenous across each language because its average self-similarity is 536 

higher. 537 

 538 



Figure 5. Distribution of Similarity Values, Italian 539 

We also notice that, for each language, the variation between social media (TW) and 540 

Wikipedia (WK) is the greatest. In other words, these two registers are the least similar across 541 

languages. For Hindi (hin), unlike Italian and English, the gap between the web and social 542 

media is quite similar to the gap between Wikipedia and social media. Thus, the relationships 543 

between each pair of registers may not be constant across languages in the same way that the 544 

ordering is relatively constant. 545 

If we look more closely at Italian, in Figure 5, we see that the difference in accuracy 546 

between in-domain and out-of-domain feature selection is driven by the same-register similarity 547 

of Wikipedia. With in-domain features, Wikipedia is clearly distinct from the different-register 548 

pairs on the right side of the figure. But, with out-of-domain features, the internal homogeneity of 549 

Wikipedia is much lower. This indicates that those features which do not overlap are specific to 550 

the Wikipedia register. 551 

 552 

Figure 6. Distribution of Similarity Values, Hindi 553 

 554 

These violin plots also show the variation in each pair of corpora. For example, looking 555 

at the English graph in Figure 7, we notice that the values for social media (TW) are both very 556 

similar (high) but also very centered around the mean (the violin plot is wide). On the other 557 

hand, the values comparing social media and Wikipedia are both quite dissimilar (low) but also 558 

stretched across a range of values. This variation in each distribution is another indicator of 559 

heterogeneity within a particular register. 560 



 561 

Figure 7. Distribution of Similarity Values, English 562 

 563 

The accuracy evaluation focuses on finding a single threshold (i.e., a horizontal line 564 

here) that separates same-register and different-register pairs. The practical value of corpus 565 

similarity measures, however, is in the full range of values. We notice, for example in reference 566 

to the Italian data in Figure 5, that the accuracy metric is lowered by cases like WK-WK and 567 

TW-CC, two sets of pairs that have comparable distributions of similarity measures. 568 

This section has explored the distribution of similarity measures further, with a focus on 569 

register-by-register results. We have seen that, in addition to making accurate predictions, 570 

corpus similarity measures provide a great deal of information about register variation itself 571 

when viewed in their continuous form. A complete set of language-specific figures is provided in 572 

the supplementary material. We also see that the potential internal variation caused by sub-573 

registers within the web corpora does not pose a problem for corpus similarity measures. 574 

 575 

5.3. Application to Less Common Languages 576 

 577 

This section examines a further question: how robust is this framework for corpus similarity 578 

when it is applied to previously unseen, less common languages? In this case, we look at eight 579 

Austronesian languages, half of which belong to the Polynesian sub-family. Two of these 580 

languages are relatively high-resource languages and have appeared in the previous 581 

experiments (Indonesian and Tagalog). But the rest are relatively low-resource languages that 582 

have not been included in the previous experiments. The question here is whether the 583 



performance on the high-resource members of this family actually extends to the low-resource 584 

members as well.  585 

The low-resource languages here do not have the same three comparable corpora used 586 

above (TW, CC, WK). Instead, there is an idiosyncratic mix of registers for each language. We 587 

evaluate corpus similarity in these language in a more difficult setting, with 10k word samples 588 

using character 4-grams. Because there is less data per language, we take a cross-validation 589 

approach and report the accuracies for each fold in Table 6. The number of registers per 590 

language is also shown, ranging from a wider prediction task (five registers for Tagalog) to a 591 

narrower prediction task (two registers for Malagasy). The performance is quite high, so that 592 

similarity measures are still able to predict register differences even in these low-resource 593 

languages. 594 

 595 

Table 6. Cross-Validation Accuracy for Less Common Austronesian Languages 596 

Name Family Registers N. Test CV 1 CV 2 CV 3 CV 4 CV 5 

Cebuano Austronesian 3 331 100% 100% 100% 100% 100% 

Malagasy Austronesian 2 243 100% 100% 100% 100% 100% 

Indonesian Austronesian 4 310 100% 100% 100% 100% 100% 

Tagalog Austronesian 5 328 100% 100% 100% 100% 100% 

Hawaiian Polynesian 2 31 100% 100% 100% 100% 100% 

Samoan Polynesian 3 199 100% 100% 100% 100% 100% 

Te Reo Māori Polynesian 2 31 100% 100% 100% 100% 100% 

Tongan Polynesian 3 185 100% 100% 100% 100% 100% 

This experiment is important because it shows that the performance within a language family 597 

extends from the high-resource languages previously considered to other low-resource 598 

languages in that family. The experiment also shows that the previous results do not depend on 599 

the specific three registers being tested. Here a different set of registers is used, still showing a 600 

high level of accuracy. While the previous comparable corpora were important for establishing 601 

cross-linguistic patterns, these results show that those patterns are not dependent on these 602 

specific corpora. 603 

5.4. Application to Non-Digital Registers 604 

In this section we conduct an additional experiment to determine whether these results 605 

generalize beyond the digital registers so far considered. In other words, it is possible although 606 

unlikely that these results are dependent on the fact that all three registers considered so far are 607 



drawn from digital sources. To test this, we bring together six corpora from written non-digital 608 

registers: the European Central Bank Corpus (Bank: Tiedemann, 2012); translations of the Bible 609 

(Bible: Christodoulopoulos & Steedman, 2015); a corpus of translated books (Books: 610 

Tiedemann, 2012); the GlobalVoices corpus of news and commentary articles (News: 611 

Tiedemann, 2012); the EuroParl corpus of parliamentary proceedings (EuroParl: Tiedemann, 612 

2012); and a corpus of TedTalks (Ted: Reimers & Gurevych, 2020). This experiment thus 613 

represents a wide variety of non-digital registers in English. 614 

We compare the similarity for each combination of these six registers using the above 615 

settings for English: 5k character four-grams (the same inventory) compared using Spearman’s 616 

ρ. The sample size is 10k words per observation. We create 100 random pairs of sub-corpora 617 

for each pair of registers, the same experimental design used above. The threshold for 618 

predicting that two pairs come from different registers is calculated once, using the T2 equation 619 

described above. We evaluate this threshold in two conditions: one-vs-one (i.e., distinguishing 620 

samples from Parliament from samples from Bank) and one-vs-all (i.e., distinguishing samples 621 

from Parliament from all other registers). This experiment thus allows us to evaluate how well 622 

these results generalize beyond digital registers as well as to a larger inventory of registers. 623 

Table 7. Corpus Similarity in English Beyond Digital Registers, Accuracy 624 

 Bank Bible Books News EuroParl Ted 
1-vs-ALL 

(700 pairs) 

Bank   100% 100% 100% 100% 100% 100% 

Bible     100% 100% 100% 100% 100% 

Books       100% 100% 100% 100% 

News         100% 100% 100% 

EuroParl           100% 100% 

Ted             100% 

The results, shown in Table 7, are robustly high across registers. While some pairs of registers 625 

are more similar (for example, EuroParl and Bank are the most similar), it remains the case that 626 

a simple threshold and Spearman’s ρ are able to distinguish between a larger inventory of non-627 

digital registers. These results thus show that the previous experiments generalize beyond 628 

digital contexts. 629 

 630 

 631 



6. Conclusions 632 

 633 

This paper has explored corpus similarity measures across 39 diverse languages. These 634 

measures have previously been studied almost exclusively in English; the languages in this 635 

paper, however, represent many language families, morphological systems, and writing 636 

systems. This is an important contribution because the robust performance across these 637 

experiments shows that corpus similarity measures are not dependent on ad hoc or non-638 

linguistic features specific to individuals sets of data. In other words, they generalize within and 639 

across languages. This is further shown by the robust accuracy obtained even with out-of-640 

domain features derived from independent registers for each language and when the measures 641 

are evaluated on previously unseen low-resource languages or on new sets of register-specific 642 

corpora. 643 

The experiments in this paper show that high accuracy is possible on a task of predicting 644 

whether two samples come from the same register or from different registers. The basic 645 

conclusion, then, is that frequency-based corpus similarity measures remain robust across 646 

languages. This is true even with out-of-domain feature selection and is verified on a separate 647 

held-out validation corpus. While the discussion has focused on certain languages, the 648 

supplementary material contains the full results for further inspection. 649 

Further, these measures are robust across languages when using a pre-defined feature 650 

space. We are thus able to release a Python package which contains everything necessary for 651 

using these measures, from preprocessing steps to the fixed n-gram features. This package is 652 

available at REDACTED. The important contribution of these experiments is to show that corpus 653 

similarity measures depend on properties of natural language data and do not depend on 654 

particular writing systems, particular types of morphology, or other properties of a single 655 

language family like Indo-European. In short, the experiments in this paper show that corpus 656 

similarity measures generalize well across new languages and across new corpora within a 657 

single language. 658 

The number of corpora available for linguistic analysis has been rapidly increasing. At 659 

the same time, the size of individual corpora has also been growing, with many corpora now 660 

containing billions of words. Given this situation, how do we select which corpus to analyze? 661 

Does a syntactic analysis of news articles extend to Wikipedia articles? Does a lexical analysis 662 

of social media data extend to internet forums or text messages? By comparing corpora in the 663 

aggregate (Kilgarriff, 2001), corpus similarity measures allow us to systematically generalize 664 

corpus-based linguistic analysis. While previous work has been largely restricted to English, the 665 



experiments in this paper have shown that the same approach can be used on a diverse set of 666 

languages. This, in turn, is an important step for making corpus linguistics a multi-lingual 667 

discipline.  668 
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